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Reducing Cost is Important for OSS
Alibaba Cloud Object Storage Service (OSS)

Backward-incompatibility
• Zone model (zone size 256MB)
• Sequential write constraint
• Open zone limit (128)

Zone 0 Zone 1 … Zone X

written area

Zoned Storage Device

Fixed zone size

Write Pointer
Append-only

HM-SMR Drives (Host-managed)
• ~25% higher areal density
• Better cost-efficiency
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OSS is an exabyte-level storage service based on CMR drives.



Goal

To improve cost-efficiency of OSS by replacing CMR drives with

HM-SMR drives without compromising on performance.
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OSS FrontEnd Layer

Restful Object Request/Response

Apsara Pangu (Persistence Layer)
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SSD
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OSS Service Layer
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Pangu File A Offset LengthObject Foo
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Alibaba Cloud Object Storage Service (OSS)
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CMR Drive



5

✓ Pangu file is append-only.

✓ Chunk is append-only.

✓ Configurable limit of max chunk size.

✘ Chunk size can be variable when:

• the Pangu file is smaller than the limit.

• I/O failures occur (switch to a new chunk)

Pangu File & Chunk

Chunk 0 (sealed) Chunk 1 (unsealed)

Pangu File A 

Chunk1 Metadata

Status SizeChunk1 ID

Chunk1 Metadata

Status SizeChunk1 ID

Ext4 Chunk1 File

CMR Drive

HDD Storage Engine
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The key to adopt SMR drives

The key is to implement chunk store interfaces

on SMR drives.

Chunk 0 (sealed) Chunk 1 (unsealed)

Pangu File A 

Chunk1 Metadata

Status SizeChunk1 ID

Chunk1 Metadata

Status SizeChunk1 ID

Ext4 Chunk1 File

CMR Drive

HDD Storage Engine

SMR

Storge Engine
chunk store interfaces
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One choice is an SMR-aware file system.

Chunk1 Metadata

Status SizeChunk1 ID

Chunk1 Metadata

Status SizeChunk1 ID

HDD Storage Engine

SMR-aware file systems
(F2FS, Btrfs)

SMR

Storge Engine
chunk store interfaces
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How about F2FS?

Workload Generator

• Fio * 4 using Pangu APIs

One chunkserver

• 60 HDDs, 2 SSDs

80% Space utilization

-69.7%

Why does F2FS suffer a 70% throughput drop?

F2FS began to support SMR
drives with kernel 4.10
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12th

Random deletions are triggeredFill data



chunkserver
space utilization

OSS Data Write Streams
• Lifespan of chunks is Short (<7Days)

OSS GC
Streams

~65%
~
2%

OSS MetaData
Write Streams

~13%

OSS Data
Write Streams

OSS MetaData Write Streams
• Chunks are usually Small (< 16MB)

OSS GC Streams
• Most chunks are large (>90%).
• Stream concurrency is Low (~100 per

chunkserver).

All Streams
• Random Deletions

KV server KV server

…
Active Pangu Files

OSS has quite different workloads

hot vs. cold, small chunks vs. large chunks…

Observation 1: OSS Workloads
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Observation 2: F2FS Placement

zone 1

zone 2

zone 3

F2FS GC kicks in

Three zones should be reclaimed
when chunk A is deleted.

Chunk A
(OSS GC)

Chunk B
(OSS GC)

Chunk C
(OSS Data)

Chunk D
(OSS Meta)

Deleted

Mixing chunks results in heavy F2FS GC

under OSS workloads. 11



Our Choice

Build a new user-space storage engine on HM-SMR drives

co-designed with OSS.
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Status SizeChunk1 ID

Chunk1 Metadata

Status SizeChunk1 ID
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SMR
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Traditional Engine vs. SMRStore
architecture comparison
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Ext4 

Block 
Layer

SPDK 

CS-Ext4 Stack
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SMRStore
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On-Disk Data Layout
log structured design

Header
(fixed size)

Payload
(variable size)

Padding

record type
record size
info of payload

for 4KB-alignment

Everything is a Record.
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On-Disk Data Layout

Metazone ···Metazone

metadata partition

···DatazoneDatazone

data partition

Superzone

Slice
FooterSlice Data

Slice
FooterSlice Data …

4096B 32B

PaddingPayloadHeader

part of checkpoint

Journal
Record

Checkpoint
Record

ZoneHead
Record

Checkpoint
Record

…
Data

Record
ZoneHead

Record
Data

Record
…

PaddingPayloadHeader

part of a chunk
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With such a layout…

How does SMRStore organize in-memory structures?

How does SMRStore optimize data placement?
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In Memory

In-Memory Data Index

Index Group 0 Index Group 1

Index Group ListStatus SizeChunk 1 IDChunk 1 MetaData

In Memory

Datazone 0

Record 0 Record 1… …

Datazone 1

Record 2… … Record 3 …

On Disk (SMR)

Record 0 Index

Logical Location in Chunk
Physical Location in Zone

Record 2
Index

Record 3
Index

Record 1
Index

L2P
Mapping
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Pool 1
(for OSS GC)

Pool 2
(for OSS Data)

Pool 3
(for OSS Meta)

Workload-aware Data Placement
to reduce SMRStore GC

Different streams. → Strategy 1: Separating streams by types.

zone 1

zone 2

zone 3

Chunk A
(OSS GC)

Chunk B
(OSS GC)

Chunk C
(OSS Data)

Chunk D
(OSS Meta)

Deleted

a) No optimization

zone 1

zone 2

zone 3

zone 4

b) With SMRstore strategies

Most chunks can be large. → Strategy 2: Adapting chunk size limit for datazone.

Low stream concurrency. → Strategy 3: Zone pool & round-robin allocation.

Cover 78%

Traffic

S1

S3

S2
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Setups
Ext4 (CMR) vs F2Fs (SMR) vs SMRStore (SMR)

• Microbenchmark - Write throughput (one HDD, no GC)

• Macrobenchmark – Consistent Performance (one server, with GC)

• Effectiveness of Placement Strategies

CMR Server SMR Server

OS Linux 4.19.91 

CPU
2 * Intel(R) Xeon(R) Platinum 8331C CPU@2.50GHz

48 Cores 96 Threads

SSD 2 * INTEL SSDPF21Q800GB

Mem 512G

HDD

CMR HDD

60 * 16T
Rand. 4KB(IOPS): 113
Seq. 512KB(MB/s): 254.8(W) 254.5(R) 

HM-SMR HDD

60 * 20T
Rand4KB(IOPS): 121
Seq. 512KB(MB/s): 255.7(W) 255.6(R) 
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up to 30% Higher Write Performance
benefits from user-space design
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• Fio setups: 4 numjobs, 4 iodepth, 128 nrfiles

• One disk.

• No on-disk GC.
30%

OSS writes are in large I/O sizes.

Overhead of Jumping between zones
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SMRStore 2.16x faster than F2FS
macrobenchmark to simulate OSS workloads

2.16x
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Effectiveness of Placement Strategies

Write throughput comparsion CDFs of zone space utilization

2.35x higher throughput with optimized placement.

Most zones are empty or full.
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2.35x



Conclusion

What has SMRStore achieved?

• Comparable performance with Ext4 on CMR drives.

• 2.16x faster than F2FS on SMR drives under OSS workloads.

• Cost-Efficiency: 15% cost reduction.

What have we done?

• Build a new user-space storage engine to adopt HM-SMR drives.

• Workload-aware data placement strategies.
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Thanks for Listening!

Q&A 

Email: zhousu.zs@Alibaba-inc.com
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